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ABSTRACT

The latest advances in traffic measurement,
analysis, and modeling play an important role in
automatically building and maintaining a dis-
tributed intelligent monitoring layer that we
describe as the awareness plane. The purpose of
this article is to describe the components of this
awareness plane in the areas of flexible network
measurement, application and relationship dis-
covery, and traffic classification, as well as data
aggregation and semantically enriched infra-
structure models. We present management ser-
vices and scenarios, and list the research
challenges on the path to integrating the compo-
nents and making them interoperate for future
autonomic service and network management
approaches.

INTRODUCTION

The increasing size, complexity, and dynamic
character of network and service infrastructures
call for adaptive and self-management function-
ality as well as increased levels of network man-
ageability [1, 2]. Traditional monitoring systems
are no longer able to adequately support admin-
istrators with critical tasks in fault, configuration,
performance, and security management. As a
reaction, the trend is to move away from individ-
ual device management toward distributed and
autonomous resource control that can be linked
to business-level objectives.

Policy-based management [3] is one approach
that promises to drive the operation of resources
by business-level rules. Rules are expressed
using an information model about the computing
infrastructure. The dynamic nature of infrastruc-
tures in terms of topology, load, and availability
requires that the infrastructure model be con-
stantly updated according to the current configu-
ration and operational status. It is also important
that the model reflects more than the simple sta-
tus and configuration of individual devices and
components; relationships and dependencies as
well as the compound behavior of groups of ele-
ments have to be included.

An accurate, semantically enriched model of
the network and service infrastructure is not

only required for policy-based management, but
in general for any attempt to handle the increas-
ing complexity and emerging requirements in
future approaches for network and service man-
agement based on distributed and autonomic
decision-making processes. In this context, the
latest advances in traffic monitoring, measure-
ment, and analysis play an important role in
automatically building and maintaining an aware-
ness model — a model that captures the infra-
structure resources and services, as well as their
constraints and dynamic usage. The new meth-
ods range from active and passive discovery,
traffic metering, and application and service
detection to sophisticated aggregation, analysis,
and storage of traffic measurement data. The
ubiquitous availability of traffic measurement
information from routers, switches, servers, and
dedicated metering devices has spawned research
on analysis techniques that provide the means
for populating infrastructure models with much
more accurate and semantically enriched infor-
mation than in the past. Metering at the inter-
face level is combined with end-to-end
flow-based measurement and high-speed deep
packet inspection. In addition, it is now feasible
to configure traffic meters dynamically in order
to export traffic information at the exact level
needed for a particular monitoring task. Subse-
quent traffic flow analysis and adaptive storage
mechanisms use new aggregation approaches
that can accommodate very large streams of
measurement data, have means to store relation-
ship information, and can represent behavior
modes in multidimensional feature spaces.
Network traffic analysis is crucial for operat-
ing networks. It traditionally provides insight
into problems and actual usage of links, proto-
cols, servers, applications, and so on. In addition
to the benefits it provides at the level of the
infrastructure elements, measurement informa-
tion can be valuable as a basis for analysis on a
higher application and work flow level. The rea-
son is that the execution of almost any business
application leaves a footprint in network traffic
as it involves access to and communication
between networked resources. This trend will be
further boosted with composite service applica-
tions in service-oriented architectures (SOAs)
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and Web 2.0. Figure 1 illustrates how the execu-
tion of a business application that involves end-
user requests to a Web server and
communication between the Web server and
other servers (e.g., for authentication) leaves a
specific footprint in network traffic. The reoccur-
ring footprint first involves users accessing a
Web server, then communication from the Web
server to an application server, and finally nego-
tiation with an authentication and a database
server. This communication pattern can be iden-
tified and characterized by analyzing the
sequence of observed flows and their timing and
duration characteristics. In this way essential
information is obtained for populating, updating,
and verifying dependencies of an infrastructure
awareness model.

The example in Fig. 1 stems from an enter-
prise environment. The first priority in enter-
prise networks is the availability and
performance of servers, and the associated ser-
vices offered to end users. The first priority in
traditional provider networks is, however, traffic
transit and meeting service level agreements
(SLAs) to other customer networks. Despite
these differences in network infrastructure and
business priorities, the need for a distributed
intelligent monitoring layer is shared.

The purpose of this article is to show how
state-of-the-art traffic analysis and monitoring
techniques can be exploited for modeling com-
plex network and service infrastructures. In that
sense, advanced monitoring brings life to an
awareness plane that enables a more holistic
approach to management based on adaptation
and distributed self-management. We identify
management scenarios that benefit from the
awareness plane (anomaly monitoring, server
consolidation, impact analysis) and present the
main research challenges in this area, including a
critical discussion of the opportunities and limi-
tations of traffic monitoring with the advent of
IPv6 and packet encryption.

MODELING NETWORK AND
SERVICE INFRASTRUCTURES

Finding out the status quo is at the beginning of
almost all goal-oriented attempts to manage a
process, system, or infrastructure. This also
applies to network and service management.
With the objective of supporting the business
processes, IT managers need to maintain and
manage the overall IT infrastructure based on a
thorough understanding of the current deploy-
ment and operational status. Misconceptions can
quickly lead to significant expenses at the busi-
ness level. An essential method for capturing the
deployment and operational status is to create a
description or representation of the infra-
structure and its status. This description is typi-
cally called a model.

Standard methods of building network and
service infrastructure models have reached their
limits in today’s constantly changing environ-
ments. In particular, the flexible deployment of
multiple virtual resources on a single hardware
platform, as is done, for example, with logical
operating system partitions, has complicated the
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n Figure 2. The components of the awareness plane.

modeling task. Also, the increased mobility and
heterogeneity of devices, such as laptops and
PDAGs, creates difficulties in keeping a model up
to date.

We advocate the need for evolving existing
monitoring approaches toward an awareness
plane that consists of distributed traffic measure-
ment and monitoring techniques; dynamic con-
figuration capabilities for traffic data metering,
collection, and storage; as well as traffic data
analysis for inference and deduction. We use the
term awareness as we believe that the ability to
produce, maintain, request, and discover infor-
mation is the basis of “being aware.” We see the
awareness plane as a starting point or subset of
the knowledge plane [1] or the idea of
autonomous management of communication
networks [2]. These research and standardization
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Models are
implemented with a
combination of
relational, object-
oriented, and
aggregation
database
approaches. Object-
oriented databases
simplify the
representation of
relationship
information, and
aggregation
databases help
handling the large
sets of monitoring
time-series data.

activities target two complementary scientific
areas: semantic modeling and algorithms aimed
at information gathering and inference. The
combination of these areas enables the aware-
ness plane with the components shown in Fig. 2.
Active and passive measurement components,
such as deep packet inspection, packet sampling,
flow-based metering, server and device instru-
mentation, and agents as well as infrastructure
scans, are used to provide primary traffic and
infrastructure information. Clearly, not all types
of primary measurement data are typically avail-
able in an infrastructure. Primary data is collect-
ed and preprocessed (e.g., filtered or
pre-aggregated) in a distributed manner. If a
reconfiguration is necessary to achieve better
results, measurement processes can be adjusted
dynamically, and data is exchanged between the
processes.

In the next step, various analysis components
take the collected measurement data as input.
The most important fields for analysis are topol-
ogy mapping, application detection, relationship
discovery, performance estimation, and feature
analysis. Extensive amounts of monitoring data
generated from large provider and enterprise
networks require dedicated aggregation and
storing capabilities that, for instance, automati-
cally reduce data fidelity over time, but keep
high accuracy where necessary. Data that has
already been in the database for several months
can be stored with lower resolution than data
that is just some minutes old. This approach
enables the setting of upper limits on disk and
memory consumption even if the database is
constantly being filled with new data. Other
aggregation methods exploit the locality of par-
ticular usage modes by automatically grouping
traffic into multidimensional traffic clusters [4].

At the top in Fig. 2, aggregated storage mech-
anisms are combined with information models,
such as the common information model (CIM).
Recently, there is a push toward enhancing lega-
cy information models with semantically rich and
extensible information. DENng is a typical exam-
ple of such efforts to raise the level of network
manageability and openness. Models are imple-
mented with a combination of relational, object-
oriented, and aggregation database approaches.
Object-oriented databases simplify the represen-
tation of relationship information, and aggrega-
tion databases help handling the large sets of
monitoring time-series data.

MEASUREMENT AND
ANALYSIS COMPONENTS OF THE
AWARENESS PLANE

This section lists the key measurement and anal-
ysis components that are instrumental in build-
ing and maintaining an awareness infrastructure
model.

DEEP PACKET INSPECTION AND SAMPLING

Since traffic is effectively transmitted as packets,
the most detailed information can be obtained
from packet header capturing and deep packet
inspection. An example of a feature that can only

be extracted on a packet level is the interpacket
arrival time. Deep packet inspection is mostly
performed on dedicated hardware appliances
connected to a network tap or mirror port of a
switch. Today’s challenge is to parse header infor-
mation, including parts of the payload, at wire
speeds above 10 Gb/s using regular expressions.
Here it is important to use a compact representa-
tion of regular expressions and ensure a balanced
execution on modern chip technology [5].

With higher link speeds, more interfaces, and
generally much more traffic, it is necessary to
control resource usage at packet monitoring
devices by means of sampling and aggregation.
However, in the past, the effects of these pre-
processing steps on the resulting traffic models
were often not fully understood (e.g., sampling
bias toward large flows). Much research has
been conducted over the past years to clarify the
impact of aggregation and sampling of collected
data [6].

Deep packet inspection appliances can be dif-
ficult to deploy in a network infrastructure,
because to achieve high traffic coverage, devices
would be necessary for many links. Deployment
may also be prohibited or constrained for priva-
Cy reasons.

FLOW-BASED METERING

In the past, access to management information
bases (MIBs) via Simple Network Management
Protocol (SNMP) was the only scalable way of
collecting data. Today, flow information export
based on NetFlow/IPFIX [7] has widely replaced
SNMP polling, and provides a detailed end-to-
end view that goes far beyond the link- and
interface-level information maintained in MIBs.
Cisco’s Flexible NetFlow is the new flow meter-
ing architecture that provides arbitrary key and
non-key field combinations. All parts of the IP
header and even payload sections can be tracked.
It enables the system administrator to tailor the
flow record definitions for specific applications.
In addition, Flexible NetFlow allows the dynam-
ic creation of new flow monitors to focus on spe-
cific network information.

One of the prerequisites for a flexible Net-
Flow architecture is the NetFlow Services Export
Version 9, or the standardized version of it:
IPFIX. Both protocols are based on the separate
export of templates and flow records. A tem-
plate is first exported, specifying to the collector
which information elements compose the flow
records. Once the template has been received,
the collector has all the information necessary to
decode the subsequent flow records. Flexibility
and extensibility are the advantages of template-
based flow information export. Indeed, while the
export flexibility is offered by the template
mechanism, the export extensibility is as easy as
adding new information elements to the infor-
mation model: no changes of the protocol speci-
fications are required.

ANALYSIS OF LARGE DATA SETS

Large provider and enterprise networks generate
enormous amounts of monitoring data. For
example, few years ago, the network of a large
provider was reported to generate 500 Gbytes of
NetFlow data per day [8]. The sheer volume of

o

IEEE Communications Magazine ¢ October 2008



KIND LAYOUT

8/29/08 3:02 PM Page 5

data has triggered a number of research activi-
ties aimed at collecting and analyzing traffic
measurements. Efficient algorithms are neces-
sary for computing various statistics. Such algo-
rithms typically treat online traffic measurements
as a data stream and process incoming data as it
arrives. For example, certain data streaming
algorithms compute network traffic heavy hitter
(i.e., the largest traffic flows in a network). A
classical method for finding heavy hitters is to
use a counter to track the size of each flow and
sort the flows by their size. However, large net-
work traffic datasets have many distinct flows,
which require storing many counters and con-
sume significant memory resources. For this rea-
son, data streaming algorithms for finding heavy
hitters do not use a counter for each flow, but
instead use a small amount of memory and intel-
ligent techniques to approximate the heavy hit-
ters of a data stream on the fly (e.g., [9]). In this
manner it is not necessary to sort a large number
of counters, which is an expensive operation, and
memory usage is reduced. Data streaming algo-
rithms are currently available for estimating cer-
tain statistics, such as the distribution of flow
sizes and entropy of traffic data, and are gener-
ally required for most types of analysis on large
network datasets.

RELATIONSHIP DISCOVERY

Direct traffic relationship information, in the
sense that a source sends packets to a destination
over a specific protocol, is provided with both
packet inspection and flow-based metering as well
as with some forms of server instrumentation. In
many cases direct relationship information already
reveals the role of the two end systems involved.
An end system is identified as a server when the
peer system initiated the communication or
known service ports are accessed on the system.
Application protocol analysis during deep packet
inspection can provide the best evidence that two
end systems communicate according to a certain
relationship. When an analysis runs for extended
time periods, it can also be discovered whether
clients use a secondary server for load balancing
or failover reasons.

An important question is how servers and
services depend on each other and how they
support an entire business application, such as a
customer relationship management (CRM) or
financial accounting system. Such dependency
information can be identified by detecting indi-
rect traffic relationships. One way of detecting
indirect traffic relationships is to identify flow
correlations; that is, flow pairs (or even flow
chains) that occur significantly more often than
other flow pairs (or flow chains) do [10]. A flow
pair is likely to occur more often if the service
related to one of the flows in the flow pair
requires the service of the second flow in the
pair. An example of such a flow pair is a flow
representing database access and a flow repre-
senting directory access for authentication. The
reason for the correlation of these two flows
might be that users have to authenticate with the
directory server prior to accessing a database.
Figure 3 illustrates that the dependency of a
database service on an authentication service can
be detected from the traffic observation that

Database server (X)

End users

<ls Time

Service dependencies

Flow event correlation

n Figure 3. Temporal flow event correlation indicates service dependence.

every flow triggered by an end-user database
request is quickly followed by a flow from the
database server to the authentication server.

Practitioners start using auto-discovery tools
that combine relationship discovery with discov-
ery mechanisms for hosts, servers, printers,
routers, and other devices. The tools apply active
and passive techniques, such as fingerprinting of
operating systems, routing protocol analysis, and
network scanning.

NETWORK TOPOLOGY MAPPING

Yet another important network management
function is to map and monitor the IP-level
topology of a network. The topology of interest
is in essence a graph in which nodes represent
routers or hosts with one or more IP addresses
and edges represent links between two inter-
faces. The classical and most widely used
approach to discovering the topology of an
enterprise network uses SNMP. A discovery
agent sends recursive SNMP queries to the
routers of a network to determine the neighbor-
ing routers and hosts. The agent starts with the
default router of the local host, and uses the col-
lected information to build and maintain a net-
work topology graph. The SNMP-based
approach is the simplest and most accurate.
However, SNMP is not always enabled, or access
may be limited. For this reason other approach-
es have been investigated for discovering the
topology of both local and remote networks.
Traceroute-based techniques [11] rely on path
probing from a set of measurement points to dis-
cover network topology. Traceroute is executed
typically to a large set of selected destination IP
addresses. The data on the router-level paths
collected is then combined to construct a net-
work topology. The main advantage of trace-
route is its independence from credentials and
agents for discovering network links. It can be
used for mapping both local and remote net-
works. However, it has a number of notable limi-
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The analysis of
attacks is a difficult
task for network
administrators,
mainly because the
information available
during and after an
attack does not have
the right level of
depth to protect
against the attack
and to determine its
root cause.

tations. First, traceroute relies on Internet Con-
trol Message Protocol (ICMP) replies that can
be disabled. In addition, IP addresses corre-
sponding to different interfaces of a router need
to be identified and merged into a single graph
node. Identifying such IP addresses is called
alias resolution, and is a very challenging and
not yet completely resolved research problem
(see, e.g., [12]). Finally, other topology mapping
techniques rely on information from routing pro-
tocols, such as Open Shortest Path First (OSPF),
that build and maintain a complete image of the
topology of a network.

TRAFFIC CLASSIFICATION

Knowing the destination IP addresses and port
numbers is not sufficient for identifying the
application associated with a traffic flow, as
ports can be dynamically chosen, or http tunnel-
ing may be used to bypass firewalls. For exam-
ple, an ongoing challenge is to isolate file sharing
and voice over IP traffic flows. Sophisticated
traffic analysis techniques are necessary and
have been the subject of studies in the past few
years. These techniques try to add different
semantic annotations to network traffic, such as
the application associated with a flow or the
benign or malicious nature of certain packets, in
order to increase awareness of what is happen-
ing on a network and thus extract useful infor-
mation for different network management tasks.
Traffic analysis techniques range from simply
inspecting destination port numbers and typical
traffic volumes over time to more advanced
approaches that may search for packet signa-
tures or model the behavior of hosts, servers,
and social user groups [13]. Also, components
for network-based application recognition (e.g.,
NBAR) are added in today’s routers.

MANAGEMENT SERVICES AND
SCENARIOS

In this section we provide examples of manage-
ment services and scenarios that benefit from
advanced network monitoring and the resulting
awareness models.

ANOMALY DETECTION

Despite the widespread deployment of firewalls
and anomaly/intrusion detection systems, IT
infrastructures are still threatened by network
attacks. The main reason is that yet unknown
types of attacks are difficult to sense with signa-
ture-based approaches, whereas behavioral
approaches, which observe network-wide feature
changes, often suffer from high false positive
rates.

The analysis of attacks is a difficult task for
network administrators, mainly because the
information available during and after an attack
does not have the right level of depth to protect
against the attack and determine its root cause.
In default operation it is not possible to collect
and store traffic information at the finest level of
detail. For this, all traffic in a network (and in
fact also in all connected networks) would have
to be stored for some period of time — which is
clearly not feasible. Instead, administrators try to

reap the traffic information relevant to an attack
from available logs and traces. If the attack is
still ongoing, a zoom into the particular part of
the traffic related to an attack can be started.
Typically, such a zoom needs multiple refine-
ments and iterations.

Deep packet inspection and flow-based
metering tools are particularly important for
performing traffic zooms. Packet capturing pro-
vides the highest level of detail, but cannot be
applied to large amounts of traffic because of
long analysis times and the need to use switch
port mirroring or extra hardware equipment for
every link to be observed. A typical approach is
thus to narrow down the traffic by analyzing flow
information and, in a later step, to use packet
capturing. With Flexible NetFlow, flow monitor-
ing can be configured to capture a wide range of
information starting from aggregate flow-level
data down to filtered packet headers and parts
of their payloads. In the scenario of an attack, a
traffic meter at an observation point can be
dynamically extended with a new monitor and
specific key fields so that the exported flow
information contains the information most rele-
vant to the attack.

Future security systems are likely to offer
proactive zooming capabilities, which will pro-
mote the availability of new data relevant to
attacks. This data will be generated automatical-
ly in response to exogenous events, tagged with
relevant annotations by analysis and inference
modules, and stored using an appropriate infor-
mation model. After some time, the detailed
information about an alleged anomaly can be
removed from the model.

The combination of service relationship infor-
mation and detailed traffic flow information pro-
vided by dynamic zooming can be valuable for
advanced root cause analysis. If the model stores,
for instance, detailed traffic flow information as
a consequence of an observed overload situation
at a server (e.g., database) and the server is
known to depend on other services (e.g., authen-
tication), the load on the server hosting the
other service should be checked as it may, in
fact, cause performance problems.

SERVER CONSOLIDATION

Server consolidation is an approach to reduce the
number of underutilized physical servers and
server locations, with the aim of improving the
overall operational efficiency in an IT infra-
structure. An important aspect to take into
account during the planning of the consolidation
process is how servers relate to each other. If a
particular server is tightly coupled in functionality
with another server, it makes sense to collocate
both servers in the same data center or as logical
servers in the same virtualized environment.

A great help for a smooth transition process
is thus an awareness layer that provides an infor-
mation model with relationships between servers,
the service dependencies, and the variation of
workload volumes associated with all dependen-
cies. A simple flow analysis of the direct traffic
relationships will typically lead to a highly con-
nected relationship graph with low confidence
regarding the correctness of the identified ser-
vices. Application detection and traffic classifica-
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tion techniques are therefore required to discov-
er the relevant traffic relationships that consti-
tute tightly coupled groups of physical and
logical resources. These groups are then mapped
into a new infrastructure taking constraints into
account such as service performance, energy effi-
ciency, and rent of property space.

IMPACT ANALYSIS

A typical approach in inventory management is
to physically inspect the servers as deployed in a
datacenter or server room. Such visits are costly
and cannot be done in virtualized environments.
Another possibility is to track IT components as
financial assets. However, often the financial
data are recorded from a project perspective and
only once (i.e., at the time of purchase). The
current usage of these IT components may be
very different from their original usage. The
most successful inventory approach is to build IT
models from information provided by software
agents on the devices. The configuration and
performance information is accessed regularly
via instrumentation and maintained in a model,
for instance, implemented as a configuration
management database (CMDB). The aim is to
have a single repository that integrates informa-
tion from problem, change, and asset databases.
It contains all technical, ownership, and relation-
ship information necessary for service delivery
and support.

A typical use case of an infrastructure model
in the form of a CMDB is to enable a better
estimate of the impact of changes. The more
information available on the effective asset rela-
tionships, such as dynamic server dependencies,
the lower the business risks associated with any
modification of an existing deployment configu-
ration. For example, if a change is to be made to
a given server that requires some downtime, the
support team will be able to determine all the
applications and processes that will be affected
during downtime. This will enable better plan-
ning of the change and allow the notification of
all affected users in advance.

RESEARCH CHALLENGES

More research is required to equip the aware-
ness plane with even better techniques and infor-
mation models. Several topic areas have already
been identified in the network management
research communities [14]. With respect to net-
work monitoring and measurements, we regard
the following challenges as important.

A problem stemming from the sheer volume
of traffic measurements is the significant band-
width resources consumed for transporting mea-
surement data across the backbone of a network
to a central collection point. To avoid obstruct-
ing the flow of normal network traffic, network
administrators collect traffic measurements in
multiple regional collection and storage facili-
ties. For this reason, it is often necessary to use
distributed processing algorithms to analyze and
cross-correlate traffic measurements that reside
in different locations of a network. The goal of
such distributed algorithms is to compute desired
statistics efficiently, while reducing or minimiz-
ing the volume of communication traffic between

the different collection facilities. In this context,
peer-to-peer technologies can also be useful for
the communication and organization of the dis-
tributed local collectors.

A second research challenge is the extraction
of meaningful and accurate information from
traffic measurements. For instance, network
administrators want to know how much band-
width is consumed by different applications, such
as file sharing software. Answering this question
requires modeling the behavior of applications,
mining patterns of the software, and identifying
such patterns in traffic data. Inference or data
mining algorithms are necessary for a number of
similar problems, such as detecting network
attacks, mapping server dependencies, and iden-
tifying network configuration problems. One
important challenge here is that network traffic
patterns change with time, especially as new
applications become popular. For this reason,
improving the accuracy of inference and data
mining algorithms is a moving target that
requires consistent and lasting research efforts.

Another open research topic is the integra-
tion and interoperability of components of the
awareness plane. The presented scenarios
assume data is exchanged between the compo-
nents, and components can be controlled for dif-
ferent use cases. However, an architecture for
the awareness plane does not exist yet.

The increase of IPv6 traffic and packet
encryption will aggravate some of the techniques
discussed in this article. The address space of
IPv6 will be too large for successful address
scans, and protocol analysis with deep packet
inspection will not be possible with packet
encryption. However, techniques on packet
header information, including flow-based meter-
ing, will still generate valuable measurement
data. In the presence of IPv6 and packet encryp-
tion, the general research focus is expected to
shift toward tracking behavioral, social, and
functional traffic patterns.

CONCLUSIONS

In this perspective on research directions in net-
work monitoring, we discuss how recent advances
in network monitoring have established an impor-
tant basis for the management of large, complex,
and dynamic network and service infrastructures.
Our plea is to move away from the ad hoc meth-
ods, tools, devices, and protocols for infrastructure
monitoring, and transform monitoring into a key
network service by building and maintaining an
awareness model of the network and service
infrastructure. To justify such an objective, we
have discussed some representative traffic moni-
toring components together with scenarios from
enterprise and provider networks.

Future work will have to be dedicated to the
integration of the components as well as the
existing and emerging monitoring technologies,
practices, and methods. The envisioned manage-
ment scenarios assume data is exchanged
between the components, and components are
combined dynamically in an ad hoc manner.
Middleware approaches based on Web services,
peer-to-peer exchange, and publish/subscribe
systems may be applied in this context. The
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whenever new
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will be introduced.

resulting new monitoring architecture can be
conceived of as an independent and critical com-
ponent of the future Internet as it will allow the
seamless evolution of monitoring whenever new
requirements are introduced.
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