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Abstract

Simulation has been the method of choice for analyzing large, complex, and highly volatile
systems. One of these systems is the inter-domain routing infrastructure of the Internet. De-
spite the need for high quality Border Gateway Protocol (BGP) simulation tools, traditional
BGP simulators have limitations either in their modeling fidelity or in their scalability. In
this work we introduce BGP++, a scalable BGP simulator that employs state-of-art tech-
niques to address the abstraction-scalability trade-off.

BGP++ builds on high quality software in network simulation, routing and parallel-
distributed simulation to deliver a detailed yet scalable implementation of BGP. Moreover,
with respect to the needs of researchers and operators, BGP++ has a CISCO-like config-
uration language, a seamless partitioning engine for parallel-distributed simulations and a
configuration toolset that expedites common simulation configuration tasks.
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1 Introduction

Modeling and simulation analysis has played a key role in the field of computer
networks. Typically, vendors and researchers evaluate prospective architectures and
perform comprehensive “what if”” analysis using simulation. Simulation is also used
for parameter-tuning, problem diagnosis and performance optimizations. It is im-
mensely important in research on large, complex and heterogeneous systems, like
the Internet, where analytical models and laboratory testbeds do not capture the
detail or the sheer volume of the system. One of these systems is the BGP infras-
tructure of the Internet.

BGP is the de-facto inter-domain routing protocol in the Internet. It is the “glue”
that interconnects more than 16,000 Autonomous Systems (AS) of diverse geopolit-
ical nature. In contrast to Interior Gateway Protocols (IGP), BGP is a policy-based
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protocol. Business relationships and agreements between ASs determine how pack-
ets are routed.

The last few years the interdomain routing infrastructure has attracted substantial
research interest. Some of the widely-researched problems are its slow conver-
gence [1-5], policy conflicts [6,7], instability [8,9], misconfigurations [10], lack of
security [11], table growth [12,13] and path inflation [14—16]. These problems ne-
cessitate fixing or even replacing the current routing architecture. Several examples
of proposed new routing architectures can be found in the following references [ 17—
23]. Yet, it is not clear how BGP should be modified.

The main reason the future of the routing architecture is dubious, is the lack of nec-
essary tools to comprehensively understand the current infrastructure and to evalu-
ate new alternatives. Measuring the performance of BGP is strongly prohibited by
ownership and lack of measurement infrastructure. Analytical models of BGP are
simplistic and do not capture the complexity, configurability and heterogeneity of
the protocol. BGP simulators can only perform moderate-scale simulations of few
hundreds of routers, from which we cannot draw reliable conclusions.

In this work we are concerned with building a simulation tool that will help re-
searchers shed light on the design flaws of the current BGP infrastructure and evalu-
ate the performance of new architectures. BGP++ is designed along the scalability-
realism diptych, enabling for the first time large-scale as well as detailed BGP sim-
ulations. BGP++ is not a new bottom-up implementation of BGP, but it capitalizes
on and benefits from existing high quality software on network simulation, routing
and parallel-distributed simulation. The following software are the basic compo-
nents on which we build BGP++:

(1) ns-2 [24] is a discrete-event network simulator that serves as a common plat-
form on which researchers can test and compare their proposals. ns-2 has
evolved into the most widely-used simulator in networking literature. It in-
cludes numerous implementations of protocols with a special emphasis on
TCP variants.

(2) GNU Zebra [25] and its ancestor, Quagga [26] !, is a detailed open-source
implementation of BGP. It is used by a large community of providers, vendors
and researchers for testing and experimenting with the protocol. It is also used
for routing by small ASs that cannot afford buying expensive routers.

(3) pdns [27] is the parallel-distributed version of the ns-2 simulator. It enables
large-scale simulations by distributing the simulation model on multiple work-
stations, thereby granting more physical resources. It contrast to its counter-
part, SSFnet [28], pdns supports both shared-memory multiprocessors and
distributed-memory clusters of workstations. Support of distributed architec-
tures offers more physical resources, overwhelming the limits inherent in par-

1 BGP++ project predates Quagga project, for this reason we use Zebra.



allel architectures. Remarkably, pdns was recently used by Fujimoto et al. [29]
to realize the largest network simulations ever, of more than 5 million network
nodes.

Our contributions can be summarized as follows:

(1) We develop and make publicly available [30] a packet-level BGP simulator on
the widely-used ns-2 simulation platform.

(2) We integrate the BGP implementation of Zebra into ns-2, making the mini-
mum possible changes to the original software. We realize an accurate BGP
simulator that supports most of the details of Zebra’s BGP implementation,
including a CISCO-like configuration language.

(3) We use and extend pdns to support parallel-distributed BGP simulations. We
also evaluate the performance of alternative model partitioning algorithms for
parallel-distributed simulations.

(4) We identify the representation of BGP routing tables as the main source of
memory consumption in BGP simulations. We introduce a compact routing
table data structure that exploits the redundancy of information in BGP routing
tables and realizes significant memory savings.

(5) We propose and develop a simple generic technique to speed-up simulation
trials using process checkpointing.

(6) We survey recent advancements in measuring the Internet. We highlight mea-
surement data and related models that should be explored to enhance the fi-
delity of BGP simulations.

(7) We develop a seamless partitioning and configuration engine for parallel-
distributed BGP simulations that hides the complexity of pdns configuration
and brings parallel-distributed simulation closer to the general ns-2 user. We
also develop an automatic generator of CISCO-like configuration. We com-
bine these tools in a toolset that expedites common BGP simulation and con-
figuration practices.

The remainder of this paper is organized as follows. Section 2 elaborates on pre-
vious efforts on BGP simulation. Section 3 describes in detail the development of
BGP++. Section 4 introduces three techniques that we use to materialize large-
scale BGP simulations. Section 5 surveys the developments in the field of Internet
measurements with respect to BGP. Section 6 introduces a toolset to expedite con-
figuration, partitioning and scheduling of BGP simulations. Finally, section 7 talks
about future directions of our research.

2 Related Work

The last few years there has been a considerable work on BGP simulation research.
The BGP model by Premore in the SSFnet [28] simulator was the first detailed



simulation model of BGP and is currently the most widely used BGP simulator.
It supports most important BGP features and extensions. The main limitation of
SSFnet is that it exhibits considerable memory demand, thereby preventing simu-
lations larger then a few hundred of BGP routers.

Independently and in parallel with BGP++ a number of other efforts have developed
BGP simulators. Among these effors, the C-BGP [31] simulator and the work by
Hao and Koppol [32] emphasize on large-scale BGP simulations. C-BGP is a BGP
decision process simulator that, like BGP++, can read CISCO-like configuration
files and can simulate large-scale topologies. Nevertheless, it only implements the
BGP decision process, ignoring several details of the protocol, namely timers and
BGP messages.

The recent work by Hao and Koppol [32] addresses the challenge of large-scale
BGP simulations by ignoring the protocol stack bellow the application layer. Their
simulator can perform large-scale experiments. Nevertheless, the relevant paper [32]
does not discuss sufficiently the features of the simulator so as to develop a com-
prehensive picture of the work.

Other efforts parallel or posterior of BGP++ are [33-35] that ported the SSFnet
BGP implementation in ns-2, JavaSim [36] and Genesis [37], respectively. In con-
trast to all previous works, BGP++ is the first simulator that makes large as well as
detailed simulations feasible.

3 Modeling BGP

3.1 BGP++ development

The process of modeling a system is subject to the abstraction-scalability tradeoff.
Higher abstraction results in more efficient models, which therefore are more scal-
able. On the other hand, detail is required to thoroughly capture the characteristics
of the system. To create detailed simulation models we chose to incorporate the
Zebra open-source BGP implementation into the ns-2 simulation environment. The
main advantage of our approach is that the simulator inherits the detail, functional-
ity and maturity of the original open-source software.

Zebra is written in C and implements three routing protocols: BGP, RIP and OSPF
(see Figure 1). Each of the protocols has a separate daemon that can be run as a
stand-alone process. An additional daemon, called the Zebra daemon, takes care
of communication between routing daemons and the kernel routing table or other
routing daemons. This scheme provides a modular architecture with independent,
well-separated implementations for each daemon. We use the BGP daemon (bgpd)



and Zebra’s library methods to build BGP++.

Throughout the integration process we take extra care to leave intact the funda-
mental logic of the code that implements BGP. However, Zebra and ns-2 are two
intrinsically different software. The following list categorizes the high level differ-
ences we identify and exploit during the integration:

(1) Use of C++ compared to C.

(2) Use of discrete event scheduling algorithms compared to process-based schedul-
ing algorithms.

(3) Use of simulator’s TCP implementation compared to BSD sockets.

(4) Use of non-blocking routines compared to blocking routines.

Step 1: A fundamental difference between Zebra and ns-2 is that the former is
designed to run one bgpd per process, while the latter needs to instantiate multiple
BGP routers in the same process. The object-oriented paradigm of C++ enables
ns-2 to instantiate multiple objects of a class. To meet this requirement we convert
Zebra’s C code into C++ and encapsulate Zebra’s global variables into a C++ class.
We create a BGP class in ns-2 that contains the original C code. The C functions are
turned into C++ member functions and the global variables are turned into member
variables.

bgpd ripd ospfd zebra
daemon

UNIX kernel routing table

Fig. 1. GNU Zebra modular architecture

Step 2: The most challenging aspect of the integration is interleaving Zebra bgpd
scheduler with ns-2 scheduler. Discrete event simulators use queue based sched-
ulers. The entries of the queue are events that are sorted in a time-stamp order. On
the other hand, system software has no standard scheduling architecture. Schedul-
ing varies with developer’s design from simple to arbitrarily complex. Typical net-
working software has one or more blocking routines that blocks until an event
triggers a response. To incorporate Zebra bgpd in the simulator, we modify Zebra
scheduler to communicate with the queue scheduler. At a high-level the interleaved
scheduling works as follows: whenever there is an event for Zebra bgpd, e.g., a start
event, the simulator gives control to the bgpd to execute the associated code. The
bgpd continues until the first blocking routine is reached; then, instead of blocking,
it returns control to the scheduler. Note, that the bgpd should not block since the
simulation does not run on wall-clock time. The bgpd is given control again when



the blocking routine would unblock. Events that could unblock the bgpd are read
events, e.g., a packet arrival; write events, e.g., a buffer becomes writable; timer
expiration events and user triggered events.

Zebra scheduling is based on the select() system call. select() takes as arguments a
list of file descriptors and a timeout value. It blocks until a file descriptor changes
status or until the timeout expires. The file descriptors indicate I/O streams, while
the timeout value is set to the next timer expiration time. When select() unblocks,
execution continues by handling the event or events that caused the interrupt. se-
lect() is reached again through an infinite loop.

Our interleaved scheduling works as follows: at the start event ns-2 calls the simu-
lated bgpd to make required initializations. The BGP finite state machine is entered
and execution proceeds until the blocking routine select() is reached. Instead of
blocking, the simulated bgpd enters an event for the calculated timeout value into
the ns-2 queue scheduler and returns control to the simulator. If we disregard events
that unblock the simulated bgpd, the later will take control as soon as the timeout
expires. However, select() could unblock before the timeout expires. For instance,
Zebra bgpd select() unblocks when there is a read or write event 2. For this reason,
the simulator has to invoke the simulated bgpd upon a read or write event. In op-
erating systems, read events occur when the TCP stream has new bytes available.
In the simulator, upon a packet arrival, ns-2 cancels the future timeout event for
the appropriate bgpd and gives control to it. Data packets are handed to the bgpd
by the simulator’s underlying TCP implementation. In Zebra, write events result
from the fact that non-blocking output routines, namely write() and writev(), do
not copy the application buffer to the kernel output buffer immediately. If the ker-
nel output buffer is full, the copy operation is postponed until the buffer becomes
writable, i.e., write event. This time interval is very small and we ignore it in our
BGP simulations.

A common simplification in network protocols modeling is the omission of the
CPU processing time. This is a valid assumption as long as the processing time is
very small. BGP routers can exhibit long processing time, especially when their
routing tables are large. For this reason, we implement a workload model that adds
delay, representing the finite execution time of the CPU. We model the workload
as follows: when a simulated bgpd completes an operation, like parsing a packet
that just arrived, it picks a busy-period time value. This time value represents the
finite execution time of the operation that just completed. The bgpd hangs for busy-
period time before executing any following operation. During this period it does not
respond to any events, e.g., packet arrivals. Instead, all events are buffered and ex-
ecuted in a FIFO order as soon as the bgpd resumes. Note that each of the buffered
events will result in new operations and busy-period intervals. We implement two

2 User interrupts are treated as read events, since user communication is done through a
telnet interface.



workload models that differ in the way they choose the busy-period value. In the
uniform workload model, the busy-period is a uniform random variable within a
user specified range. In the time-sample model, the busy-period is the CPU time
that was allocated for the operation that just completed by the workstation the sim-
ulation is running on. Using a kernel patch [38], BGP++ monitors the number of
cycles its operations consume. Then, it calculates the busy-period as the product of
the CPU clock frequency and the count of consumed cycles.

Step 3: The third step is to substitute the BSD socket API with the correspond-
ing TCP implementation of ns-2. We choose to use the ns-2 FullTcp implemen-
tation and modify FullTcp to simulate the socket API. Our modifications notify
the application that started the FullTcp instance as soon as the connection moves
from SYN_RCVD or SYN_SENT to ESTABLISHED and from ESTABLISHED to
CLOSE_WAIT. The first two transitions correspond to the BSD sockets non-blocking
connect() and accept(), respectively. In both cases they notify the application that
the three way hand-shake has completed successfully. The third transition notifies
the application upon passive connection termination.

Step 4: The last step to introduce Zebra routing software in ns-2 simulation envi-
ronment is to replace system calls with corresponding simulator functions, replace
wall-clock time functions with simulation time functions and remove unnecessary
code. Zebra supports a telnet interface that is used to configure or query the routing
daemons at run-time. We remove the telnet interface since it is not useful in a sim-
ulation environment. Moreover, we replace the functionality of the telnet interface
with a new interface that allows to query and reconfigure the simulated routers at
run-time.

3.2 BGP++ validation and verification

According to [39], validation is the process to evaluate how accurate a model re-
flects a real-world phenomenon. In our case, instead of a real-world phenomenon
we model BGP. However, we do not develop our BGP simulator from scratch, but
we use pre-existing software. Thus, the validity of BGP++ is determined by the
validity of Zebra’s BGP implementation, the validity of ns-2 simulator and the va-
lidity of our integration methodology. Both Zebra and ns-2 open-source software
have been used for a significant time by large communities. Also, our integration
methodology replaces Zebra OS-related functions with corresponding ns-2 func-
tions. Since both ns-2 and Zebra software have been widely used, we argue that
BGP++ provides an accurate implementation of BGP.

Furthermore, verification of BGP++ is required. Verification is the process of eval-
uating how faithfully the implementation of a model matches the developer’s intent
[39]. For BGP++, this definition translates to how accurately we implement our



integration methodology. To verify BGP++, we develop several scenarios, ranging
from simple to more complicated, and perform simulations testing the behavior of
BGP++. For each scenario we examine the results and make sure that the observed
behavior is in line with the expected behavior. We develop test scenarios of the fol-
lowing types: basic behavior tests, policy related tests, logging facilities tests and
advanced features tests. The following list enumerates the tested features:

e Basic behavior tests: connection establishment, session termination, connec-
tion reset, route distribution, route selection algorithm.

e Policy related tests: route-maps, match and set commands, ip access-lists, ip
community-lists, ip as-path access-lists, ip prefix lists.

e Logging facilities tests: Show command variants, binary dumps, debugging
facilities.

e Advanced features tests: confederations, route-reflection, capability negotia-
tion, soft reconfiguration, refresh capability.

We also perform additional tests to compare the behavior of BGP++ with the orig-
inal unmodified Zebra software. For this purpose, we setup small testbeds of Zebra
routers and compare the observed behavior with corresponding simulations of the
same topology and configuration. The results demonstrate that BGP++ effectively
and accurately models the behavior observed in the testbed environment. For a
more detailed description of threse tests refer to [40].

3.3 BGP++ configuration

The development approach adapted for BGP++ preserves most of the features of
the original software, among which the configuration language. Each simulated
BGP router parses a configuration file, written in the configuration language used
by Zebra routers. The Zebra configuration language is very similar to the well-
known configuration language used by CISCO routers. For example, configuration
structures like route-maps, access-lists and prefix-lists are parsed by the simulated
routers. Moreover, the functionality available in the Zebra software through the tel-
net interface is maintained in BGP++ through a new TCL interface. The user can
instruct a simulated router at any point during the simulation to execute a given
command, like show ip bgp, which would otherwise be entered through the tel-
net interface. A more detailed description of BGP++ configuration can be found
in [40].



4 Scaling BGP++

The need for large-scale BGP simulations stems from the scale of the BGP infras-
tructure. More than 16,000 ASs use BGP, including a number of global providers
that administrate thousands of internal routers. Also, the advent of the Internet mea-
surements research the last few years has enhanced the information known about
BGP, making it possible to construct more detailed and realistic simulations. How-
ever, this comes at the cost of more simulation resources, pronouncing the need for
scalable BGP simulators. Efficient simulations are also vital, especially in appli-
cations on network control and debugging, but also when real-time guarantees are
required. In this section we describe how we make large-scale BGP simulations
feasible.

We first show that the memory demand for BGP simulations is driven by the mem-
ory required to represent routing tables. To address this problem we introduce a
routing table representation data structure, which exploits the redundancy of rout-
ing table information across BGP instances. Our experiments indicate that our com-
pact routing table data structure results in up to 62% memory reduction in the total
memory required for the simulation. Using the compact routing table data structure
we make proof-of-concept simulations of up to 4,000 simulated bgpd in a single
workstation with 2GB of memory.

Next, we integrate BGP++ with pdns to make parallel-distributed BGP simulations
possible and evaluate the performance of different model partitioning algorithms
for parallel-distributed BGP simulations.

In Section 4.3 we introduce a simple and efficient technique to speed up execution
time in simulation trials using process checkpointing. Our technique is generic,
however we implement it on BGP++ and evaluate it using BGP simulations.

4.1 Efficient Routing Table Representation

The memory consumption of large-scale BGP simulations depends mainly on the
following parameters: the size of the topology, the size of the routing tables, the
number of neighbors per router, the simulation dynamics and the simulator mem-
ory footprint. A BGP router maintains three Routing Information Bases (RIB): the
Adj-RIB-in, the Loc-RIB and the Adj-RIB-out [41]. The Adj-RIB-in stores routes
received by neighboring BGP routers, the Loc-RIB stores routes selected by the de-
cision process and the Adj-RIB-out stores routes advertised to other BGP routers.
Let N denote the number of BGP routers in a simulation; p the average number of
prefixes originated per router;  the average number of neighbors per router; c, 3,
~ and ¢ proportionality constants. Then, the following formula approximates the
total memory demand for a BGP simulation:



Memory =~ aN + BpN? + ypN?r 4§ (D

Term aN represents the memory cost to initialize the BGP routers or, in other
words, the memory cost for routers with empty routing tables; term 3p/N? accounts
for the Loc-RIBs memory consumption, assuming that each router after conver-
gence has pN entries in the routing table; term yp/N?r is the worse possible mem-
ory consumption for the Adj-RIB-ins and Adj-RIB-outs, assuming that each router
receives pN routes from each of its  neighbors 2 ; term § represents the simulator
footprint. It follows that for r = N the memory demand is O(NN?) and is driven by
the routing table term ypN2r.

Our compact routing table data structure relies on the observation of redundant
information in BGP routing tables. We find that different routing entries in BGP
tables often share common information for one or more fields. The redundancy lies
across three dimensions: 1) within the same routing table, across different entries
2) within the same router, across different routing tables (Adj-RIB-in, Loc-RIB,
Adj-RIB-out) and 3) within the same simulation, across different routers. For each
routing table entry a BGP router stores several BGP attributes. For example, a rout-
ing table entry in BGP++ stores the following attributes: AS path, origin, next hop,
local preference, multi-exit discriminator (MED), communities, extended commu-
nities and unknown 4 . The attributes account for most of the memory required for a
table entry. For this reason, we create a data structure that shares common attributes
among different routing table entries.

We associate each route with a structure struct attr that has one entry for each of
the possible attributes. For attributes with size less or equal to 32 bits the entry is
the value of the attribute, otherwise a pointer to another data structure specific to
the attribute in question. For example, struct attr contains the value of the MED
attribute, which is a 32-bit unsigned integer. In contrast, it contains a pointer to an
AS path data structure, which can be of arbitrary size. The AS path data structure
is associated with a reference counter and stored in a global hash table. There is
one global hash table for each type of attribute with size greater than 32 bits. A
router, after allocating and initializing memory for a new attribute, it searches the
relevant hash table for the newly allocated attribute. In case of a match, the allocated
memory is deallocated and a reference to the attribute in the hash table is used. In
addition, it increments the reference counter, which is used to track the number
of pointers to the attribute. If the attribute is not found in the hash table, then the
router creates an entry for the attribute, so that subsequent searches will succeed.
If a router wishes to remove an attribute, it decrements its reference counter. When
the reference counter becomes zero the attribute is removed from the hash table

3 BGP policies tends to decrease memory demand by limiting the number of paths known
to a router.
4 BGP specifications require to transit unknown attributes.
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and deallocated. This structure handles redundancy by creating a centralized pool
of attributes, which are shared among different routers, tables and table entries.
Similarly, a second level hash table is used to store and share struct attr structures.

We evaluate the effectiveness of our compact routing table data structure using sim-
ulation. For the simulation topology we use a random connected subgraph of the
Internet AS topology as seen from RouteViews [42] of size /V; each AS has a single
BGP router that originates p prefixes. The policies between the ASs are inferred us-
ing the heuristics described in [43]. The latter classifies policies in three categories:
provider-to-customer, peer-to-peer and sibling-to-sibling. For simplicity we mod-
ify sibling-to-sibling relationships to peer-to-peer . The inferred relationships are
configured using BGP communities as follows: a provider advertises to a customer
all the routes it knows; a customer advertises to a provider routes that are either
locally originated or learned by its customers; likewise a peer advertises to a peer
routes that are either locally originated or learned by its customers. These config-
urations are consistent with typical operator practices [43]. We set the delay and
the data rate of all links to 10ms and 10Mbps, respectively and we ignore the pro-
cessing workload of the routers. Finally, we run each simulation until the system
reaches steady state, i.e., no updates are exchanged. For the remainder of this paper
we refer to this setup as Internet(N,p).

Figure 2(a) illustrates the total memory consumption with and without routing ta-
ble optimizations versus N and p in an Internet(N,p) setup. Cross-sections of
the figure are shown in Figures 2(b) and 2(c) for 10 and 60 originated prefixes per
router, respectively. The highest memory reduction achieved is 62% with a mean
of 47% with respect to the total memory. Note that these numbers are conservative
since the total memory consumption is the result of several sources of memory de-
mand besides the routing tables. The memory reduction with respect to the memory
required for the unmodified routing tables is even larger.

We also adapt an existing scheme, called Nix-Vector routing [44], to further reduce
the routing tables memory consumption. Nix-Vector routing reduces the required
memory to represent the Forwarding Information Bases (FIB) by computing routes
on demand, as needed, rather than pre-computing all possible routes. We evaluate
the memory we save by using Nix-Vector routing as compared to ns-2 default static
routing in an Internet(N, 1) setup. Figure 3 illustrates that Nix-Vector routing can
further reduce the total memory consumption. The peak memory reduction is 36%
and the mean 22%. For p larger than 1, the memory required for the BGP routing
tables dominates, overshadowing the memory savings of Nix-Vector routing.

To evaluate the scalabilty of BGP++ we conduct proof-of-concept large-scale sim-
ulations. We effectively simulate up to 4,000 Zebra bgpd in a single workstation
with 2GB of physical memory. The simulation setup is an Internet(4000, 1). The

® This modification has no impact on evaluating the discussed techniques.
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size of our simulations are an order of magnitude larger then the corresponding
simulations we are able to perform using SSFnet under the same configuration on
the same workstation.
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Fig. 3. Memory savings by using Nix Vector routing

4.2 Parallel Distributed BGP Simulations

The use of parallel-distributed techniques has been exploited to lead to faster and
larger network simulations in tools like pdns and SSFnet. The pdns simulator is
a space-parallel, conservative synchronization simulator derived from ns-2. As a
space-parallel simulator, the simulated topology is partitioned and distributed on
different processes (federates on pdns terminology) on different computing plat-
forms. Also, the conservative synchronization protocol bounds the lag of the sim-
ulation time between federates to insure causal consistency. The RTIKIT [45] li-
brary provides support for global virtual time management, data communications
and message buffer management between multiple federates. We use the RTIKIT
library to extend pdns. Our modifications enable to create BGP sessions between
simulated bgpd in different federates.

A critical decision when constructing a distributed network simulation is the dis-
tribution of the topology model. Proper distribution has significant impact on the
execution time of the simulation. In pdns, each simulator instance is assigned a dif-
ferent part of the simulated topology. Consequently, distribution of the model be-
comes a graph partitioning problem. The simulation is divided into epochs, which
are intersected by synchronization intervals. During the synchronization interval,
cross-simulator events are delivered. Let £7;; and C'T;; denote the execution and
communication time of federate 7 at epoch j, respectively. Also, let ST} be the
synchronization time at epoch j. Then, the execution time of the event processing
phase of a simulation is:

N—-1

ET = > (max{ET;; + CT;} + ST}) (2)
0 K3
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where N is the number of epochs ©. Partitioning has a direct impact on the terms
ET;;, CT;;, ST; and N of equation 2. In particular, partitioning should:

e Balance the processing workload to minimize the maximum ET;; over .

e Minimize the maximum communication load between any two federates. This
has a direct impact on both CT;; and ST since cross-simulator events are
delivered during synchronization.

e Maximize the length of the epochs to increase parallelism and reduce V.

A challenging objective in topology decomposition is to accurately load balance a
distributed simulation. This is because we cannot know in advance the processing
load of a given partition. Recent works by Yocum et al. [47] and Liu et al. [48]
propose methods to predict the load of a partition using static configuration in-
formation. Their work concentrates on distributed emulation, but their techniques
are also applicable in the context of space-parallel distributed simulations. Both
schemes model the processing and communication load as weights of vertices and
edges of a graph and use graph partitioning algorithms to find good partitions. In
particular, the graph partition problem is formulated as follows:

Given an undirected graph G = (V, E'), where V' the set of vertices and E the
set of edges find a partition of G in k parts that minimizes the edge-cut under the
constrain that the sum the vertices’ weights in each part is balanced.

The processing workload associated with a simulated BGP router consists of main-
tenance workload, which refers to maintenance tasks such as sending keep-alive
messages, and dynamic workload, which refers to dynamic tasks such as update
message processing. We evaluate two approaches to assign weights to BGP routers.
In the degree-weight approach, we assume that the CPU cycles spent for a simu-
lated router are proportional to the number of neighbors of the router. In this case
we ignore BGP dynamics and asymmetries that arise from policies and config-
uration and capture the maintenance workload. Consequently, the weight of each
vertex is set to the degree of the vertex. In the equal-weight approach, all routers are
equally weighted, hence the algorithm partitions the topology into parts that have
roughly the same number of BGP routers. In both approaches, we treat links that
cross federates equally in terms of communication load. Therefore we do not apply
distinct weights. This approximation captures faithfully the housekeeping traffic,
but it does not capture traffic asymmetries due to BGP dynamics and policies.

The above graph partitioning problem is NP-complete. However, many algorithms
have been developed to find reasonably good partitions [49]. We first evaluate the
performance of different partitioning algorithms implemented in the Chaco [50]
and Metis [51] graph partitioning packages. We compare the following algorithms:
Chaco multilevel Kernighan-Lin (KL), Chaco spectral, Chaco linear, METIS mul-
tilevel KL and Chaco random. In the latter, vertices are assigned randomly in parti-

6 A similar formalization can be found at [46].
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tions subject to the balance constraint, thus we use it as a worse case reference. To
evaluate the partitioning algorithms we use a variant of the Internet(N, 1) setup
denoted as Internet(N,1,200), in which the simulation time is fixed to 200 sec-
onds. We assign weights with the degree-weight and equal-weight approaches and
partition the graph into £ = 2 federates. Figure 4(a) shows the execution time for
the equal-weight case. We observe that the examined algorithms yield similar per-
formance, while the savings with respect to the Chaco random algorithm increase
with the model size. We find that METIS multilevel KL algorithm renders slightly
better performance for both degree-weight and equal-weight partitioning. For this
reason, we select it for the rest of our experiments.

Next, we compare the degree-weight to the equal-weight weighting approach. Fig-
ure 4(b) illustrates that the degree-weight approach results in worse performance
than the equal-weight approach in an Internet(N,1,200) setup. The same is also
illustrated in figure Figure 4(c) for an Internet(N,0,200) setup. We discover that
the worse performance results from the fact that the partitioning algorithm finds
worse solutions in terms of edge-cut when the graph is weighted. Table 1 shows
the edge-cut of the partitions found by the METIS multilevel KL algorithm for the
degree-weight and equal-weight approaches, with £ = 2. The increase of the edge-
cut for the degree-weight approach results in a significant communication volume
that lengthens the event processing as well as the synchronization phase of the sim-
ulation. This corresponds to the C'T;; and ST terms of equation 2. We verify that
similar results hold for larger number of partitions. We speculate that the moderate
performance of the partitioning algorithm for degree-weighted graphs is because of
the power-law properties of the AS graph. The power-law degree distribution of the
Internet AS topology, results in power-law distributed vertex weights, which make
compliance to the balance constrain complex and produce worse edge-cuts.

Topology size partition edge-cut
equal-weight | degree-weight
1000 33 1
1300 62 151
1600 90 "
1900 113 484
2200 175 1
2500 218 832

Table 1
Edge-cut found by METIS multilevel KL algorithm for degree-weighted and equal-
weighted graphs, split into two parts
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4.3 Execution Time Optimizations

In this section we describe a simple and efficient technique to reduce simulation
time in the presence of repeated simulation trials. Simulation trials are required to
make simulation based results statistically significant. For example assume a simu-
lation in which we want to measure BGP convergence time after a BGP withdrawal.
To make a reliable claim, it is necessary to repeat the same simulation many times
and calculate the average of the convergence time.

Our execution time optimization exploits determinism in simulations to avoid re-
peating the same trials. Any simulation starts with a deterministic period. The
length of this period depends on the particular configuration, but at the minimum it
lasts until the simulation is randomized, e.g., the random number generator is used
for the first time. We exploit the determinism of a simulation by saving an image
of the simulation process just before the simulation is randomized. The process of
saving an image of a process is called checkpointing a process. Then, we start each
trial from the saved image, circumventing the deterministic period. If 7 is the ratio
of the deterministic period length to the total execution time and ¢ the number of
trials, the speedup is:

E Tnormal 1

_ 7
EToptimized I—r+ %

Speedup =

For r = 0.2 and ¢t = 50 the speedup is 1.244.

We extend BGP++ to support process checkpointing using Condor [52], a work-
load management system that supports checkpointing and restarting a process. We
implement a command to request a checkpoint of the simulator process as soon
as the initialization has completed. The initialization phase includes construction
of network objects, calculation of static routes (if needed), initialization of BGP
data structures and parsing of BGP configuration files. We also implement a sec-
ond command that enables the user to checkpoint the simulator process at any point
during the simulation. In this case, the user has the option to change the configura-
tion of the simulation just after the simulation process restarts. This way, multiple
scenarios can be forked from the same image.

We examine the execution time savings of this approach in an Internet(N,1)
setup. Figure 5 depicts the total execution time and the initialization time for dif-
ferent N. The mean r is 0.17. The total execution time depends on the dynamics
of the BGP system, which in turn depend on the seed of the simulation. This vari-
ation explains why the total execution time curve is not smooth. In a second run,
where the second optimization of section 4.1 is deployed, r drops to 0.08 since the
calculation of static routes during initialization is bypassed.

7 It is assumed that the overhead to restart a simulation from a saved image is negligible.
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Using process checkpointing more aggressively we can get even greater execution
time savings. For example, one could save the state of a BGP simulation once it
has converged and then run multiple experiments to measure the effect of a BGP
withdrawal.
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Fig. 5. Total execution time and initialization time versus topology size.

5 How to simulate BGP

Development of realistic simulation models is a challenging endeavor. The reliabil-
ity of conclusions drawn from simulation analysis depends highly on the accuracy
and the correctness of the simulation models. The accuracy of these models can be
enhanced by exploring Internet measurements. In this section we survey the data
and models available from Internet measurement studies that can be used to con-
struct realistic BGP simulations.

A BGP simulation may include one or more of the following:

¢ Internet topologies at the AS and router level.

e Routing policies between ASs.

e Models of iBGP connectivity patterns. Connectivity patterns include the topo-
logical properties of the overlay iBGP network as well as iBGP design alter-
natives, e.g., route reflection, BGP confederations, full mesh.

e Router processing delay models.

e Link failure models.

Other information such as IGP protocols used, IP blocks allocated, links’ delay and
capacity, BGP traffic patterns may also be necessary depending on the goals of the
specific simulation analysis.

In the recent years there has been a considerable effort in expanding our under-
standing of BGP by deploying measurement equipment in the Internet. The Route-
Views project provides a union of BGP tables from a number of Internet Service
Providers (ISP), including some of the most well-known tier 1 ISPs. The BGP
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tables provide a fairly accurate map of the Internet AS topology. However, BGP
policies hide many links form the tables [53,54]. Similar BGP table dumps can
be found in RIPE [55] or in the route servers listed in [56]. Other sources of AS
topologies are BGP updates [53,57] and Whois databases. AS topologies are also
available by CAIDA that maps skitter [58] traceroute IP addresses to AS num-
bers [59]. Router level topologies are also available from many projects [58,60,61],
although they are of questionable completeness [62]. As a consequence the work
on modeling router level topologies is in preliminary stages [63]. Business rela-
tionships between ASs and BGP policies can be inferred from BGP data with the
following heuristics [64,43,65-67]. Development of validation techniques and in-
ference of more complex policies, e.g., partial transit [68], are still to be explored.
To our knowledge, there are no models of iBGP connectivity patterns or monitoring
projects that can provide this information. BGP processing delay has been shown
through simulation studies to bear impact on BGP convergence time [69]. Initial
steps to characterize and model BGP processing time include [70] and [71]. Pre-
liminary models of link failures, based on measurements from an Internet backbone
network, were introduced in [72].

6 BGP++ configuration toolset

We develop a toolset to expedite typical simulation configuration tasks. The sim-
ulation toolset can read simple user input files, generate CISCO-like configuration
files, partition parallel-distributed simulations, generate configuration for pdns and
schedule multiple simulation runs. Figure 6 illustrates a block diagram of the soft-
ware architecture of the toolset. There are three main components: a configuration
generator, a partitioner and a scheduler.

The configuration component takes as input an AS topology that has been anno-
tated with AS relationships. The relationships between ASs in the Internet can be
derived using one of the heuristics discussed above. Then, it creates CISCO-like
configuration files for BGP++. BGP communities and filters are used to translate
business relationships to appropriate BGP policies. The user has the option to spec-
ify many different parameters like the topology size or the number of announced
routes.

The partitioner handles partitioning for parallel-distributed simulations. The user
can choose among different partitioning algorithms supported through METIS and
Chaco graph partitioning packages. Given a sequential configuration file for ns-2 it
generates configuration for pdns and its BGP extensions. The partitioner provides
a seamless interface to the parallel-distributed simulator, hiding from the user the
complicated configuration of pdns.

Finally, the scheduler handles scheduling of multiple simulation runs. We imple-
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ment a master slave architecture, in which a master process schedules and dis-
tributes simulations to slave machines, taking into account available memory, ex-
isting CPU workload and other user specified criteria.

7 Conclusions and Future Work

In this work we develop BGP++: a scalable and detailed BGP simulator that is built
on top of high quality software in network simulation (ns-2), routing (Zebra) and
parallel-distributed simulation (pdns).

BGP research has ample fertile ground for simulation-based analysis. BGP++ opens
new directions in using simulation to improve our understanding of the Internet in-
terdomain infrastructure.

Evaluating the future performance of the interdomain infrastructure is a problem in
which simulation is essential. With the current growth rates, Internet will have more
than 34,000 ASs by 2010. This figure may be even larger given the accelerating
spread of the Internet outside G7 countries. It is unknown how BGP performance
and problems will be shaped by the increased complexity and scale. Large-scale
BGP simulations are necessary to shed light on the scalability limits of BGP.

Finally, a systematic framework for BGP network control, configuration testing
and problem diagnosis is another application of network simulation. We envision
a simulation interface that replicates a real network, providing practical tools to
check topological or configuration changes and to diagnose unforeseen problems.
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